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ARTICLE INFO ABSTRACT

Handled by Andre Eric Punt Fisheries systems vary widely in ecological processes, data availability, and management objectives, meaning

. e that no single modelling structure is universally appropriate. Modellers frequently face limitations when
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adapting standardised frameworks to represent specific biological processes or to incorporate novel data
types, while custom models tailored to individual systems can be difficult to reuse, maintain, or extend. Here
we present gadget3, a new process-orientated modelling framework designed to address these challenges in
modelling fish populations and fisheries dynamics. gadget3 is a complete re-implementation of the original
GADGET framework, retaining its modular philosophy while extending and generalising its capabilities.
gadget3 takes advantage of the R ecosystem of model optimisation utilities, particularly the Template Model
Builder (TMB) library, enabling efficient parameter estimation through automatic differentiation and allowing
advanced statistical features such as random effects. We outline the structure of a gadget3 model, which
is assembled from modular components representing biological processes, fleet interactions, and likelihood
components. Through the use of metaprogramming and composable functions, users can implement alternative
formulations or entirely new processes while maintaining compatibility with the broader modelling structure.
Examples are presented demonstrating how model behaviour can be adapted through custom formulations,
allowing the incorporation of system-specific biological relationships, environmental drivers, or alternative
recruitment and mortality functions. Finally, we discuss ongoing and planned developments, including
expanded modelling capabilities, improved diagnostics, and enhanced support for complex multi-species and
ecosystem applications. Together, these features position gadget3 as a flexible and extensible framework for
developing next-generation fisheries and ecosystem models.

1. Introduction of advice, even in data-limited situations as noted by the recent uptake
of SPiCT (ICES, 2024, and similar processes) and Gadget for various
stocks where traditional age-based data is limited (Por Elvarsson et al.,
2018; ICES, 2023). In addition, these developments answer the need
to fulfil the goal of sustainable fishing practices around the world
(Fisheries, 1995; UN, 2002) by providing a basis to give advice within
a precautionary framework such as developed by ICES (2019).
Fisheries models are however not a “one size fits all” because of

Models of fish populations and fisheries dynamics are widely used to
investigate the effects of management decisions, including area closures
and catch allocations. These models have increasingly been developed
using generic software packages that provide the features needed for
an integrated analysis of available data (Punt et al., 2020), such as
Stock Synthesis (Methot and Wetzel, 2013) and SAM (Nielsen and
Berg, 2014). The capability of the software packages have been further

advanced by the development of generic open source libraries such as the diversity in species ecology and adaptations that influence their

ADMB (Fournier et al., 2012), TMB (Kristensen et al., 2016) and STAN
(Carpenter et al., 2017) that provide generic approaches to parameter
estimation and inference. This allows a number of downstream models
to reap the methodological benefits made available by these generic
packages.

The availability of standard assessment packages have greatly facil-
itated the uptake of statistical assessment methods in the provisioning
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population dynamics and exposure to fishing. Moreover, availability
and properties of data collected on particular fish stocks can be largely
different across species and regions. Modellers often have limited pos-
sibility to adapt models to the characteristics of the study system
and need to shoehorn the data to fit the features of the software
package or simply exclude relevant data. Surplus production models
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Table 1
Published advice utilising gadget3.

Stock

ICES advice code

Ieelandic slope beaked redfish

Blue ling in Icelandic and east
Greenlandic waters

Greenland halibut in Icelandie, Faroese,
and east Greenlandic waters

Greenland halibut in the NE Arctic

reb.27.5al4 (ICES, 2023)
bli.27.5a14 (ICES, 2025)

ghl.27.561214 (ICES, 2023)

ghl.27.1-2 (ICES, 2023)

(e.g., Pedersen and Berg, 2017) rely solely on catch and indices of
biomass, age based models (Nielsen and Berg, 2014; Miller and Legault,
2015) often require strong assumptions on availability of age data
to calculate catch at age via age-length keys (Fridriksson, 1934) or
using methods such as those described in Ailloud and Hoenig (2019)
whenever data is missing on age.

Bespoke models such as described by Gudmundsson (1994), one
of the first models where random deviations from the catch equation
were considered, are likely developed with a specific application in
mind. Taking these models and then applying to other scenarios can
reveal major constraints, and their use often depends on access to the
model developers or experienced users. While bespoke models may
be precisely tailored to a particular case, model development can be
time consuming, the end result lacking generality and flexibility by
design. In contrast, standard software packages provide familiarity
among modellers, along with standardised diagnostics and consistent
data input and output formats (e.g., Taylor et al., 2021). A standard
software package is also likely to have a more thorough test suite to
ensure correct implementation and plans for long-term maintenance
and extensibility (Punt et al., 2020).

Here, we present the development and design of gadget3, a flexible
modelling framework for fish populations and fisheries dynamics. The
framework is designed as a generic tool for modellers to better capture
fish—fisheries system and data characteristics by implementing the
required processes and interactions from components whilst allowing
the flexibility for the user to add missing features if not already avail-
able. Integrating custom processes into a standard framework allows
for the creation of standardised diagnostic tools and ensures familiar-
ity amongst model developers whilst retaining flexibility of bespoke
models. gadget3 is a complete re-implementation of GADGET (Begley
and Howell, 2004), while incorporating recent developments from open
source libraries such as TMB (Kristensen et al., 2016) and R (Team,
2025).

gadget3 and its ancillary packages are all available on GitHub under
the “gadget-framework” organisation:

gadget3: Core package, with stable releases also published to
CRAN.

gadgetutils: Utilities related to model optimisation (Butler et al.,
2025)

gadgetplots: Generates standard plots of gadget3 output (Vih-
takari et al., 2025)

gadget2to3: Translates gadget2 model files to gadget3 (Lentin and
Elvarsson, 2022)

g3experiments: Experimental/beta process implementations, a
place to try ideas

gadget3 is already being used to produce assessment models for ad-
vice. Table 1 contains references to advice sheets backed by a gadget3
model.

2. History of gadget
The gadget3 R package is the culmination of several related projects

under the Gadget framework banner, see Fig. 1. The original GADGET
(Begley and Howell, 2004), retroactively renamed gadget2, is a fork of

Bormicon (Stefdnsson et al.,, 1997) combining improvements made in
Fleksibest (Guldbrandsen Froysa et al., 2002).

The defining feature of gadget2 was its process-orientated, modular
design, in which sections of the model could be added and removed to
construct an integrated model of smaller components. This design en-
abled a wide range of model configurations within the same tool. Many
sections supported switchable methods to change behaviour, which
could be customised further with a minimal programming language
to encode custom formulas. Aggregation files allowed multiple data
sources to be incorporated as observation data within the same model.
Finally, a detailed and well-written user guide described each process
mathematically (Begley, 2005).

The MFDB R package (Lentin and Elvarsson, 2021), and its pre-
decessor DSTDW (Taylor, 2005), are data warehousing tools. Using
databases such as PostgreSQL, these packages are used to store observa-
tion data and to subsequently produce inputs for ecosystem modelling
tools via data aggregation, transformation, and sampling functions. The
primary aim of both is to manipulate and transform data required
by gadget2 configuration files, and generate required data files. The
database is not intended as a permanent store of information, but a
staging area for data that can potentially be used within the model. This
approach allows source data to be sculpted and re-sculpted to suit new
model formulations programmatically, improving model development
speed.

The paradigm of configuring gadget2 from R spawned the Rgadget
package (Elvarsson and Lentin, 2020), which integrates gadget2 config-
uration, execution, and reporting within an R environment. A detailed
understanding of the gadget2 configuration format was no longer nec-
essary, and the creation of observation data could be interleaved with
model construction and provided directly as data frames. Repetitive
structures could be wrapped in functions, making adaptation of an
existing model to a new scenario a much simpler prospect.

3. gadget3 inception & design decisions

The primary aim of the gadget rewrite was to take advantage of
the R (Team, 2025) ecosystem of model optimisation utilities that
has since emerged, in particular TMB (Kristensen et al., 2016), which
provides a simple framework for optimising models using automatic
differentiation (AD). AD promises substantial benefits in convergence
time for models, one of the main criticisms of gadget2. Adapting the
gadget2 codebase, removing conditionals for compatibility with AD,
would have not been possible without a rewrite. Besides AD, TMB offers
many facilities useful in a fisheries modelling context, i.e., random
effects, multivariate distributions, one step ahead residuals, amongst
others.

Whilst gadget2 and gadget3 do not share any code, all gadget2
concepts have a one-to-one mapping to gadget3. The aim has been to
preserve the strengths of gadget2 in gadget3; the modular structure that
defined gadget2 is still present and has been further generalised for
rapid addition of new concepts.

The other key aim was to increase flexibility, and loosen restrictions
inherent in the gadget2 structure where possible. For instance, in gad-
get2 there was a single natural mortality process for the entirety of the
stock. Separate drivers for natural mortality would have to be overlaid
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Fig. 1. Schematic of the gadget family tree. Solid lines indicate inheritance of code/ideas into a new tool, dotted lines demonstrate compatible supporting tools.

Years on the time line correspond to major developments.

on top of each other to be included in the model. gadget3 allows
for any number of natural mortality processes, targeted at different
subpopulations, allowing mortality drivers to be modelled separately.

Within a timestep, the order in which processes were applied in
a gadget2 model are fixed. Generally this does not pose an issue,
however this can be limiting for advanced users. For instance, one may
want to ensure that natural mortality events happen before or after
spawning, or use reporting to inspect abundance mid-timestep. Gadget3
defaults to an ordering matching gadget2, however this ordering can be
customised if required.

In gadget3 a model is assembled by treating code as data, an
approach known as metaprogramming, in effect treating everything
as a gadget formulas. Custom functions within a process can be im-
plemented without any modifications to core code, or having to re-
implement the scaffolding required for a mortality process. The details
of this will be explored in Section 5.

The abstract code of a gadget3 model is generally assembled into
a C++/TMB function for optimisation. However, the code can also be
turned into a native R function, and potentially other formats in future.
These function outputs are designed to be human-readable, stand-alone
functions that can be inspected in the context of the current model with-
out having to work through the underlying gadget3 implementation
layers and abstractions.

Because function output is generated specifically for a given sce-
nario, the resulting model code contains very little branching logic
(e.g., if statements). Methods are not selected at run time, only the
methods required for the scenario are included in the generated code.
To apply automatic differentiation TMB represents any function as a
chain of differentiable operations leading to the output, known as the
“tape”. During optimisation, this sequence is assumed to remain fixed.
Branching logic can violate this assumption because the sequence of
operations may change depending on the input values. By minimis-
ing branching in the generated code, potential incompatibilities with
automatic differentiation become easier to identity and avoid.

gadget3 defines models entirely within R. Model structure, customi-
sations and data are all formulated using R code and can be produced
programmatically without a helper library. Common setup (e.g., con-
struction of multiple fleets) can be wrapped by functions instead of
duplicating configurations and observations are provided as simple R
data frames by integrating data extractions from MFDB as well as from
any other source. A number of additional benefits are also achieved
by integrating gadget within the R ecosystem: models are more easily
absorbed into existing R-based assessment/analysis workflows, and es-
tablished software development practices can be adopted, for instance
standardised package distribution via CRAN. Moreover, when writing
gadget3 models, users can take advantage of integrated development
environments (IDE) providing auto-completion and context-dependent
documentation for gadget3 concepts instead of requiring knowledge of
configuration file formats.

4, Structure of a gadget3 model

A gadget3 model is defined by a list of actions, each action defining
a process in the model or a likelihood component. The functions to gen-
erate these actions have the prefix gSa_* for instance, g3a_spawn()
adds spawning, g3a_predate () adds predation, and g3a_time ()
is the general timekeeping for a model.

gadget3 actions operate on stock objects. In Fig. 2 we define sepa-
rate stock objects for immature and mature ling, with different length
groups so we can capture their growth patterns. As with gadget2
(sub)stocks, a stock object does not necessarily represent an actual
biological stock but any homogeneous group within a population.
Stock objects are also commonly split between sexes or an asymmet-
ric combination of maturity stage and sex for instance “all-male”,
“immature-female”, “mature-female”.

Internally they define the dimensions of arrays used to store a
stock’s state, in the example model in Section 6.1 immature ling will be
divided into length groups from 20 to 112+ cm in 4 c¢m intervals, and
ages will span 5 to 20. Additional dimensions can be stacked on top
to capture relevant processes, for instance, gSs_livesonareas()
assigns an area or multiple areas to a stock, and gSs_t ag() adds a
tag dimension to record tagging experiments.

A fleet, defined with g3_fleet (), is just a stock object without
length structure. As a result, g3s_livesonareas() can be applied
to it in the same way when creating a multi-area model.

Fig. 2 defines a single action using g3a_predate (), the stock
objects are provided for both the predator and its preys, in this case the
action defines the harvesting of both stocks by the commercial fleet.
Instead of customising the fleet behaviour by choosing from a list of
available options, in gadget3 this customisation is done via function
composition, chaining together simple functions to form more complex
behaviour. In the above, g3a_predate_catchability_total
fleet () instructs our predator to extract a total biomass, and g3_
timeareadata() provides a table of landings data to use as this
value. The argument supplied to the catchability_f parameter
could be swapped out with other available or customised functions
without having to alter the main predation code, for instance, supplying
g3a_predate_catchability_linearfleet() would create a
linear harvesting strategy where the relationship between available
biomass and catches is determined by a scaling factor.

A stock object can also abstract interpolating its own structure to
another stock. This is used when transferring maturing individuals from
an immature to mature stock object. Consequently, a stock can use
a highly granular length dimension where it is necessary to resolve
biological details (e.g., the condition of a mature stock), while a coarser
resolution can be used where such details are of less importance
(e.g., an immature stock under low selective pressure).

These conversions are also used when translating model data for
likelihood components, meaning stock structure does not have to match
the format of landings data. Multiple model stocks can also be com-
bined when comparing to observations, for example immature & ma-
ture stocks will be combined if landings data does not differentiate
between the 2 groups. Stock and data resolution on all dimensions
(length, age, area, fleet) are relatively independent and are reconciled
internally for the purpose of fitting.
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stocks <- list(

imm = g3_stock(c(species = 'ling', 'imm'),
lengthgroups = seq(20, 112, 4)) |>
g3s_age(minage = 5, maxage = 20),
mat = g3_stock(c(species = 'ling', 'mat'),

lengthgroups =
g3s_age(minage = 5, maxage =

fleets <- list(
comm = g3_fleet('comm'),
surv = g3_fleet('surv') )

actions <- list(
g3a_predate(
fleets$comm,
stocks,

seq(36, 140, 4)) |[>
20) )

suitabilities = g3_suitability_exponentiall50(

by_stock = "species" ),

catchability_f = g3a_predate_catchability_totalfleet(
g3_timeareadata('comm_landings', expand.grid(

year = 1990:2025,
step = 2,
total_weight = 5e5 )))))

Fig. 2. Defining stocks, fleets, and a predation interaction in gadget3. Two stocks (immature and mature ling stocks) and two fleets (commercial and survey
fleets) are defined; the predation action captures the harvesting of both stocks by the commercial fleet.

4.1. Available actions: Stock dynamics

gadget3 comes with a suite of actions for implementing stock dy-
namics, see Table A.1 for the full list currently available. In the majority
of cases, these are re-implementations of existing gadget2 methods
to allow existing models to be quickly re-implemented, but there are
some with no parallel in gadget2. For example, the g3a_spmodel ()
action allows the dynamics of a stock to be modelled with a surplus-
production model, as a half-way house between otherfood (fixed abun-
dance) and fully modelled stocks. Regardless, the behaviour of these
actions can be customised further than what was possible in gadget2.
See Section 5 for more information.

4.2. Available actions: likelihood

A set of gadget3 actions named g31_* are responsible for adding
likelihood components to a model, see Table A.2 for the full list. All of
these actions contribute to a cumulative negative log-likelihood (n11)
variable that is returned when the model is evaluated.

Most of gadget2’s likelihood components are now subsumed into
g31l_catchdistributionand g31_abundancedistribution.
In gadget2, separate aggregation files were required to ensure model
data was aggregated to match the structure of the corresponding
observation data frames. In gadget3, aggregation is inferred directly
from the columns and data present in supplied observation data frames.
For example, age—length observations are differentiated from length-
only data by the presence of an “age” column, while length bins are
derived from the values in the length column itself. When the model
is executed, model data is aggregated into a corresponding array,
enabling direct comparison with the observation data.

There are also entirely new likelihood actions, notably g31_
sparsesample_x*, In contrast to g31_catchdistribution which
assumes a large dataset has been aggregated into bins, g31_sparse
sample_x* takes a set of individual observations, usually a biological
metric or attribute, and compares them to the mean biology of the cor-
responding group of individuals in the model. Whilst the measurement
could be standard (e.g., weight), there is scope for including a custom
calculation. The motivating example here is fitting blubber thickness

observations for marine mammals within gadget3, using an empirical
relationship between blubber thickness, length and weight (Ryg et al.,
1990).

4.3. Parameterisation & execution

The list of actions is converted into a concrete function using
either g3_to_tmb () or g3_to_r (). The former produces C++ code
suitable for compilation with TMB, the latter produces a standalone
R function that can be used for single model runs. In both cases, the
output of the resultant functions will be identical. However:

.

The R function has no associated gradient function, so is ill-suited
for optimisation runs.

The TMB code has to be compiled into a binary before execution,
a process that can be slow. The R function allows you to iterate
faster when developing the model.

As aregular R function, it can be debugged like any other R code,
e.g., editing with £ix (), inserting print () statements or using
browser ().

Regular R code can be integrated to the model when using the R
function, allowing for feedback loops as required for management
strategy evaluations.

.

.

.

Also produced is a parameter template data frame. This needs pop-
ulating with initial values, bounds and optimisation settings for every
parameter found in the model (the mechanism for adding parameters
to the model is discussed in Section 5). For the R version, this can be
used directly as input to the function to perform a single model run.
For the TMB version the completed parameter template is passed to
g3_tmb_adfun(), which constructs a TMB objective function ready
to optimise selected parameters.

The optimisation process can be run using base R’s optim(), as
any other TMB model. In the practice of implementing gadget models,
the problem of data weighting is typically addressed with an iterative
reweighting approach as introduced by Stefansson (2003) and subse-
quently implemented in Taylor et al. (2004) and Elvarsson and Lentin
(2020). The function gS_iterative() from gadgetutils provides a
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gadget3 version of this procedure embedding both data weighting and
optimisation.

Assuming a successful optimisation, g3_fit () from gadgetutils
generates convenient model summaries for diagnostics and inspection
of results. Finally, the results of a model run can be compiled into an
HTML report containing standard plots using gadget_plots() from
the gadgetplots package.

5. Customising gadget3 models

We saw earlier that gadget3 actions are produced by composing
functions. The output of g3_timeareadata( ) is fed into g3a_
predate_catchability_totalfleet(), to g3a_predate()
Parameterisation was also added using the generic helper g3_
parameterized().

In each instance, the input and output of each of these functions
are R formula objects. An R formula is a combination of unevaluated
R code and an environment that can contain variable definitions. The
unevaluated code is an abstract syntax tree, i.e., a nested structure with
one entry per function call in the code. gadget3 functions manipulate
these structures rather than running code directly, most commonly
substituting the given formula into its own formula to return.

A function like g3a_predate_catchability_totalfleet ()
essentially places the code chosen for catchability in the relevant slots
of its own code. A separate optimisation step then hoists any code that
does not need to be recomputed for each age/area by inspecting free
variables and moving it outside the relevant loops. The implementer
of a growth function does not need to inform gadget3 if a growth
function is dependent on age for instance, the fact that it mentions age
is sufficient. As a result, the implementations of most gadget3 functions
are very close to their mathematical representations.

gadget3 provides a set of interlocking functions, but these do not
use any special functionality unavailable to the end user. Writing your
own formulas, or customising existing ones with custom code, can be
done using the g3_£ ormula() low-level helper.

gadget3 makes common helper functions available to models. One
such function is avoid_zero(), which uses log-space addition to
create a continuous function that is linear only for positive values.
This and similar functions, such as dif_pmin(), allow values to be
bounded without using if statements.

Fig. 3 provides several examples of how gadget3 behaviour can be
modified.

Firstly, we use g3_formula() to modify g3a_natural
mortality() to use two different values of M, before and after a
specific point in time. Note that we have not had to re-implement any
of the code that manages the removals from the model, only the code
that produces a value of M.

In the next example, this is taken a step further and g3a_natural
mortality() is modified to implement a separate density-dependent
pup survival function. Time-series data of ice cover is imported using
g3_timeareadata(), informing a relationship to pup mortality.
The formula uses a stock variable (rin_mat__num) creating a dy-
namic internal feedback mechanism as it is typical of density-dependent
processes. Separately we define a formula for when & where this
applies. Note that we can have multiple natural mortality actions, each
implementing a different effect and source of natural mortality.

Other actions can be customised in a similar fashion. The next
example provides a g3_formula() to g3a_spawn() to implement
the general concept of body condition thresholds (Adamczak et al.,
2023) which has gained large attention in the study of marine mammals
(e.g., Pirotta et al., 2018).

Fig. 4 demonstrates how the modified Beverton-Holt recruitment
function from stock synthesis 3 (Methot and Wetzel, 2013) is imple-
mented in gadget3.

As with most of the gadget3 standard library, the function returns
a formula with its free parameters bound to the function arguments. If
you do not supply any extra arguments the formula is parameterised
in the model, but each could be customised further by supplying a
formula.

5.1. Models of intermediate complexity for ecosystem assessments (MICE)

MICE models as defined in Plagdnyi et al. (2014), sit in-between a
traditional single-species model and a whole-ecosystem model, e.g., At-
lantis (Fulton et al., 2004). A MICE model should be able to capture
critical interactions driving the dynamics of populations. These inter-
actions can include both internal and external processes (for exam-
ple density-dependency, predation or the effect of an abiotic driver),
without invoking the complexity of a whole-ecosystem model.

Looking for a few critical interactions stimulates thinking of model
structure in terms of processes and results in a more realistic model
that can be more intuitively understood. Ultimately, it is a step towards
process-oriented modelling. This was a niche that gadget2 was designed
to fill, and has been used to simulate complex species interactions in
various ecosystems such as the interactions between cod; herring and
sprat in the Baltic Sea (Kulatska et al., 2019), between minke whale;
cod; herring and capelin in the Barents Sea (Lindstrom et al., 2009),
between cod; redfish and shrimp in the Flemmish Cap (Pérez-Rodriguez
et al., 2017).

As a gadget3 model is a list of actions, concatenating two or more
lists of actions representing distinct species is technically all that is
required to produce a multispecies MICE model. These separate lists
of actions can be well-defined models in themselves, allowing develop-
ment and optimisation of single-species models in isolation and then
use both the actions and optimised parameters as starting points for
the combined model. An important aspect of an estimation strategy for
large models and for reducing the time taken to converge.

The combined model can then have further interactions added. Top-
down effects can be introduced by adding predation between stocks.
This can be achieved with g3a_predate() as demonstrated earlier
but with g3a_predate_catchability_predator() instead of
one of the fleet catchability functions. Bottom-up effects are also built-
in to gadget3; the formula produced by g3a_grow_weight_weight
jones() depends on stock__feedinglevel to introduce a prey-
density dependence on consumption rate and ultimately on growth.
Internal interactions can be represented by adding a custom depen-
dence on stock condition, e.g., stock__num or stock__wgt, as
introduced earlier when adding a fertility-body condition relation-
ship for seals or also via intra-specific food competition emerging by
g3a_grow_weight_weightjones().

5.1.1. Alternative stock structures

Neither the predator nor the prey stock is required to have a full
age—length structure in gadget3. There may not be enough data to
inform the stock structure for the stock, for instance, or in keeping
with MICE philosophy a full stock structure may be unnecessary for
the question of interest.

Defining a stock without length and/or age structure is a case of
omitting these parts from the definition. There are two options for
modelling a stock without both age and length structures in gadget3:

+ g3a_otherfood() for an externally-estimated stock without
any structure, abundance amounts can be specified as parameters.
Closely related to the otherfood concept in gadget2.

+ g3a_spmodel () for a stock estimated internally with a simple
surplus production model.

The gSa_ spmodel() action is a useful addition for multi-species
models because it provides the option to model dynamic prey with
simple structures (no age or length dimensions), offering a middle
ground that is more realistic biologically than otherfood prey items
(which are non-dynamic) and simpler, and thus more computationally
efficient, than a fully-structured stock.
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# Parameterise with two different values of M, before & after a
# breakpoint, the latter being age-dependents
g3a_naturalmortality(stocks$imm, g3a_naturalmortality_exp(
g3_formula(
if (cur_year < 2020) m.early else m.late,
m.early = g3_parameterized('M.early'),
m.late = g3_parameterized('M.late', by_age = TRUE) )))

# Density-dependent seal pup survival function: Natural mortality
# based on ice cover, predictions from external model
ice_cover_timeseries <- expand.grid(year = 1990:2099, value = 1)
g3a_naturalmortality(stocks$imm,
g3a_naturalmortality_exp(
g3_formula(
avoid_zero(pl * (sum(rin_mat__num)/ice_cover - p2)),
ice_cover = g3_timeareadata('ice_cover_obs',
ice_cover_timeseries, 'value'),
pl = g3_parameterized('steepM.rin',
value = 10, optimise = FALSE ),
p2 = g3_parameterized('breedDens.rin',
value = 1.18, optimise = FALSE ))),
run_f = g3_formula(
(cur_step == || cur_step == 2) &k age == stock__minage ))

# Fertility in seals as a function of body condition
g3a_spawn(
stocks$mat,
output_stocks = list(stocks$imm),
recruitment_f = g3a_spawn_recruitment_fecundity(),
proportion_f = g3_formula(
avoid_zero(1l - avoid_zero((1 + minSpwTh) -
(1 + minSpwTh) * stock_ss(stock__wgt)/
(walphaRef # stock__midlen wbetaRef))),
walphaRef = g3 parameterized('walphaRef.rin'),
wbetaRef = g3_parameterized('wbetaRef.rin'),
minSpwTh = g3_parameterized('minSpwTh.rin') })

Fig. 3. Examples of implementing custom processes in gadget3.

g3a_spawn_recruitment_bevertonholt_ss3 <- function (
# Steepness parameter
h = g3_parameterized("spawn.h",
lower = 0.1, upper = 1, value = 0.5, by_stock = by_stock),
# Recruitment deviates
R = g3_parameterized("spawn.R",
by_year = TRUE, exponentiate = TRUE, scale = "spawn.RO",
by_stock = by_stock),
# Unfished equilibrium spawning biomass (corresponding to RO)
BO = g3_parameterized("spawn.BO", by_stock = by_stock),
# Prepend the stock name to parameter names?
by_stock = TRUE

> o
list(
s = ~sum(stock_ss(stock__wgt) * stock_ss(stock__spawningnum)),
r=~4%h=*s*R/(BO* (1 -h) +s*(6xh-1))
)
}

Fig. 4. Implementation of modified Beverton-Holt recruitment from SS3 within gadget3.
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5.2. Projections / MSE

Whilst gadget2 is ultimately deterministic, gadget3 can produce
stochastic simulations. The g3_para.m_proj ect () function can be
used to insert a time-series parameter to represent deviations, the
distribution selected will (1) add a likelihood to fit values to the
distribution and (2) supply new values from the distribution when
projecting the model. The blue ling model (see Section 6.1) uses
gS_para.m_proj ect() to integrate out recruitment deviations and
provide autocorrelated projections.

g3a_predate_catchability_project() can be used to in-
corporate projections into fleet landings, automatically switching be-
tween landings data for the historical period and a quota formulation
for projections. Quotas are defined using g3_quota(), this handles
the mechanics of defining the fishing calendar (when an assessment
is produced, when the quota is applied, and the period of the entire
process). The assessment function produces a Total Allowable Catch.
This function can be a simple hockeystick curve based on current
abundance or an external R function that applies a separate model.

This design allows gadget3 to serve as a tool to implement different
parts of a full Management Strategy Evaluation framework; it can
equally provide an operating model and framework for evaluation
of management procedures, or the assessment model as part of the
management procedure.

6. Results
6.1. Example model: Blue ling

Blue ling (Molva dypterygia) in the waters around Iceland and East
of Greenland are assessed as one stock. Blue ling is a deep-water gadoid
species primarily distributed along the continental shelves and slopes of
the Northeast Atlantic, particularly around Iceland, the Faroe Islands,
Norway, the British Isles, and off East Greenland. In Icelandic waters, it
is commonly found in deeper regions over soft seabeds in the southeast,
south, and west of Iceland, at depths greater than 500 m. The majority
of the population is concentrated between 300 and 800 m, and it
is rarely found at depths shallower than 200 m. During the winter
months, blue ling tends to stay at deeper depths, while in the spring
and summer, it ascends to shallower areas.

Appendix B contains a full breakdown of the model structure of an
assessment model for blue ling using gadget3, along with the output
produced. The R code used to generate the model can be found in the
supplementary data.

The model is fitted to several independent data sources. Length-
disaggregated survey indices were derived from the Icelandic Autumn
Groundfish Survey (IAGS), the Greenland halibut survey in east Green-
land (GHLE), and the shrimp survey in east Greenland (SFE). The
three indices were standardised using the Cochran method (Cochran,
1977) and combined into a single index covering Icelandic (27.5a)
and east Greenlandic (27.14) waters. For use in the assessment, this
combined index was disaggregated into seven length bins: 20-44, 44—
56, 56-68, 68-80, 80-92, 92-104, and 104-140 cm. The remaining
inputs comprised length distributions from the Icelandic commercial
bottom trawl and longline fleets, quarterly landings from Iceland and
Greenland, and maturity data from the autumn survey. An overview of
the input data and their annual availability is shown in Fig. 5.

Also present is a model variant that treats annual recruitment devi-
ations as random effects, integrated out by the Laplace approximation
(via TMB). The log-AR(1) process Eq. (1) serves as the prior:

logR, | R, ~ N(plogR,_ +(1-g@)logR, o) (1)

Fig. 6 demonstrates the differing recruitment patterns between the
model variants. The random effects model produces smoother, more
autocorrelated recruitment trajectories than the fixed effects model,
reflecting the regularising effect of the log-AR(1) prior; year-to-year

variation is partially absorbed by the estimated autocorrelation and
standard deviation parameters. Despite these differences in recruit-
ment, both models produce similar fits to the survey indices across all
length strata (Fig. 7), indicating that the data do not strongly favour
one formulation over the other on the basis of fit alone. The primary
advantage of the random effects formulation is methodological: it
integrates over recruitment uncertainty when estimating other fixed-
effect parameters (selectivity, growth spread, maturation ogive), and
provides a principled autocorrelation structure for forward projections.

6.2. Gadget2 vs gadget3: Greater silver smelt

Greater silver smelt is a small silvery bathypelagic species that
can form large schools close to the seafloor mainly at depths =500
m. In Icelandic waters it can live to around 26 years old. Juveniles
tend to aggregate in shallower depths. Greater silver smelt mainly
feed on zooplankton (e.g., euphausiids, amphipods, and copepods) or
small nekton (e.g., squids, jellyfish, or fish). gadget2 model has been
previously used as an assessment model, running from 1990 to 2023.
Greater silver smelt is modelled as an immature and mature sub-stock
with ages 1-14 and 3-26 respectively. Length is binned from 8 cm to
60 cm into 1 ¢m bins. Data is sourced from commercial catch samples
and the Icelandic autumn groundfish survey.

As gadget3 concepts closely match gadget2 options, it is possible to
mechanically translate from one to the other. The gadget2to3 package
can translate gadget2 model configuration into an equivalent gadget3
model. Using this against the existing greater silver smelt model config-
uration, we can optimise the same model using both gadget2/rgadget
and gadget3/gadgetutils.

Tables 2 and 3 breakdown the iterative re-weighting process for
both the original gadget2 model and the translated gadget3 model.
In both cases optimisation is done using best practices for each (a
combination of algorithms for gadget2, BFGS & 2 stages of reweighting
for gadget3), rather than trying to use directly comparable optimi-
sation methods. Within each stage, all optimisations run in parallel,
thus the slowest process determines the total run time. The gadget3
process finishes in under an hour, vs. ~2.5 h for gadget2. The speed
improvement stems from gadget3’s use of gradient information via
automatic differentiation: gadget2 required approximately 400,000-
750,000 function evaluations per component in stage 1 alone, whereas
gadget3 reached comparable results with 10,000-21,000 function eval-
uations — roughly two orders of magnitude fewer. The final NLL
scores are broadly comparable across both models, consistent with the
gadget2to3 translation preserving model structure.

7. Software development processes

The intention with gadget3 has always been to run the project using
an open-source development model, and use software development
best-practices.

The gadget3 repository includes an extensive test suite. As gadget3
models can be pared down to a minimal number of actions we can use
this to create unit tests, isolating the behaviour of individual actions.
Tests then ensure that action behaviour matches what is expected
under various conditions. Utilities then compare output of the R and
TMB implementations for each of these tests, ensuring identical be-
haviour between the two. As we have one-to-one compatibility with
gadget2, we can also run integration tests that run a gadget2 model,
automatically create an equivalent gadget3 model and compare the
output.

Whilst available on GitHub, the recommended way of using gadget3
is to use the versions released to CRAN. Defined releases make it
possible to declare which versions of gadget3 a model is compatible
with, and tools such as renv (Ushey and Wickham, 2025) can be used
to recreate a set of packages used, improving reproducibility.
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Fig. 6. Annual recruitment (age-2 individuals entering the immature stock).
Table 2

Summary of gadget2 greater silver smelt optimisation, per iterative reweighting stage.

Function calls

Stage Component Simulated annealing Hooke & Jeeves BFGS Score Time (s)
1 aldist.aut 434160 2586 1920 212 3676
1 aldist.comm 506 520 2670 1920 2304 4232
1 Idist.aut 460080 2649 1920 37 3877
1 Idist.comm 748 440 2673 1920 510 6052
1 matp.aut 408 240 2986 1920 1159 3417
1 survey.indices 581040 2800 1920 21349 4781
2 nodf 408 240 2524 1920 13 3119
2 final 451 440 2945 1920 10597 3453

A CRAN release also gives some assurance of code quality. The
CRAN repository will run gadget3 unit tests periodically, ensuring
that gadget3 is compatible with other packages on CRAN. We also
use GitHub Actions to run these tests on a matrix of R versions and
operating systems, and CRAN also perform their own checks on a
variety of architectures and operating systems.

8. Future work

gadget3 has achieved its initial aims at this stage, however there are
various avenues of development to explore. Whilst multi-area support
and tagging are both available and the components have been tested
in isolation (e.g., test-stock_areas.R), there is yet to be a full end-to-end
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Fig. 7. Observed (points) versus model-predicted (solid line = fixed effects model, dashed line = random effects model) survey indices, disaggregated by length
stratum. The model fits a log-linear relationship with slope fixed at 1.

Table 3
Summary of gadget3 greater silver smelt optimisation, per iterative reweighting stage. The final parameter values
are taken from the stage 2 component that minimises the NLL, i.e., component ‘ldist.aut’ in this example.

Function calls

Stage Component Function Gradent Converged? Score Time (s)

1 aldist.aut 20111 2000 FALSE 3032 1386

1 aldist.comm 10461 1084 TRUE 1782 775

1 Idist.aut 20711 2000 FALSE 526 1404

1 Idist.comm 15965 1661 TRUE 1151 1138

1 survey.indices 14262 1319 TRUE 27283 985

1 matp.aut 19769 1915 TRUE 1372 1330

2 aldist.aut 18187 1798 TRUE 10215 1178

2 aldist.comm 14583 1462 TRUE 16288 984

2 Idist.aut 10784 1115 TRUE 10215 739

2 Idist.comm 5944 630 TRUE 10280 431

2 survey.indices 23672 2000 FALSE 17195 1493

2 matp.aut 8561 824 TRUE 10306 589

NA final NA NA NA 10215 NA
example developed using these facilities in a real world scenario. Doing One of the core assumptions copied from gadget2 into gadget3 is
so may reveal scaling issues that do not come up in small examples, lengthgroup vectors—it is assumed that all stocks can be binned into

which will need to be worked around. a vector of length bins. Number in each age-length cell is distributed
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based on Stefansson (2005). Whilst this is very flexible, it does not scale
particularly well for stocks with wide-ranging sizes; either there is very
little length resolution or the tape is weighed down with the quantity
of calculations. Unevenly sized length bins would be one solution but
the default growth formulation would cope poorly with this. Work
is underway to allow the user to replace length bins with a smaller
number of platoons (Taylor et al., 2021), or substocks, each with their
own length distribution based only on mean length at age in contrast
with the fixed age-length bins currently implemented in gadget3.
gadget3 also has an initial implementation of Close-kin mark-
recapture (CKMR Bravington et al.,, 2016). However, as currently
implemented it cannot cope with migration between areas. Given
tagging is often used to gain insights into migration, this is not ideal. It
is hoped that the platoons mentioned above simplify the tracing family
lineages through model history, and full CKMR becomes possible.

Integrated analysis of fish population dynamics builds upon multiple
disparate datasets through composite likelihoods (Maunder and Punt,
2013). Whilst conceptually simple there a number of practical issues
when combining the likelihood components, namely the issue of data
weighing (Francis, 2011, and related papers). Gadget models have
in the past used inverse variance weighting based on the iterative
reweighting heuristic (Stefansson, 2003; Taylor et al., 2004). This
heuristic, as mentioned above, has also been implemented for gadget3,
but with the inclusion of random effects in to gadget models it is now
possible to better investigate the various source of uncertainty and
biases than before (e.g by following process suggested by Thorson et al.
(2023)).

Standardised model diagnostic, made available with the combina-
tion of gadgetutils and gadgetplots, improve upon the com-
munication between modellers and help to identify issues or avenues
for future model improvements. This is inspired by the approaches
taken by Taylor et al. (2021) and stockassessment.org, but suited to the
types of output from gadget models. Future work on these fronts would
entail incorporating one step ahead residuals (see Thygesen et al., 2017;
Trijoulet et al., 2023) into standard gadget model diagnostics.

9. Conclusion

gadget3 is major update to the already flexible gadget2 framework
(Begley and Howell, 2004). It allows modellers to implement a broad
range of model structures including multi-stock, multi-area, multi-fleet
dynamics by chaining together simple processes. Its strong modularity
enhances model testing, customisation and development of new fea-
tures making gadget3 a broadly applicable tool for fish and fisheries
population dynamics modelling, and one of the few generic frameworks
for the implementation of MICE models.

gadget3 aims to provide a rigorous quantitative and statistical
framework to enhance question-driven implementations where sim-
plicity and complexity can be added where necessary and integrated
within the same model (e.g., multispecies implementations coupling
size structure and biomass production models). We argue this could
serve model implementations for supporting both tactical and strate-
gic decision making. In this context, the possibility to implement
alternative model structures and resolutions of the different system
components, processes and data all within the same modelling frame-
work is particularly attractive and well supported by dedicated data
warehousing tools for ecosystem modelling such as MFDB (Lentin and
Elvarsson, 2021). gadget3 continues to be under active development,
processes and methods within are added to and refined regularly, the
work being coordinated on GitHub.

Punt et al. (2020) lists a number of features for next generations
assessment modelling framework. This list of features was used as a
guide for the development of gadget3. Although not all features have
been implemented, gadget3 framework is flexible enough to allow for
the development of said features when need arise.
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Appendix A. Available gadget3 actions

Tables A.1 and A.2 describe the full list of actions available in gad-
get3, and where relevant the gadget2 userguide section to equivalent
functionality.

Appendix B. Blue ling model description and results

The model spans the period from 1975 to 2023, with each year
divided into four quarterly time-steps. Two sub-stocks are modelled:
an immature component, comprising ages 2-15 years and lengths 20—
112 cm, and a mature component, comprising ages 5-20 years and
lengths 36-140 cm, with the oldest age treated as a plus group (= 20
years). In both components, length is partitioned into 8-cm bins. Indi-
viduals transfer from the immature to the mature component through
two processes: maturation, governed by a length-based maturity ogive,
and ageing, whereby immature fish reaching 15 years are transferred to
the mature component at the end of each year. Recruitment enters the
immature component at age 2 in the first time-step. Fish are removed
from both components through natural mortality, assumed constant
across all ages (M = 0.15), and through commercial exploitation.

The fundamental state variable is N, ,,: numbers of individuals
belonging to stock s, length class /, age a, at year y and quarter 1. The
indices run over:

Symbol Domain Description

s {imm, mat} Immature and mature
substocks

limm {20,28,....116} cm 8 cm bins, 13 classes

Imat {36,44, ..., 140} cm 8 cm bins, 14 classes

Qimm {2.....15} yr Age in years

Amat {5.....20} yr Age in years (plus
group at 20)

v (1975, ...,2023) Year

t {1,2,3,4} Quarter, Ar = 0.25 yr

Within each time step the following operations are applied in se-
quence: natural mortality — ageing — growth and maturation — re-
cruitment — fishing.
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Table A.1
Available gadget3 stock dynamics actions and their parallels from gadget2 userguide. Begley
(2005).

Action function

Description

Userguide section

g3a_age

g3a_growmature
g3a_initialconditions

g3a_mature

g3a_migrate
g3a_naturalmortality
g3a_otherfood
g3a_predate

g3a_predate_
tagrelease
g3a_renewal

Ageing of stock, moving from one
age group Lo next

Combined growth & maturation
Defining initial conditions of
stock

Maturation (when not tied to
growth)

Migration of stock between areas
Natural mortality of stock

Reset a stock to a known state
Predation, both by predators and
fleets

Tag & release the results of a
predation step

Add extra individuals to stock

4.3, 4.10

4.8, parameterisations
from bor Elvarsson

et al. (2018) now
built-in

4.10

4.9
4.5
6

4.7

4.12, parameterisations

from bor Elvarsson

et al. (2018) now
built-in

4.13, additional variant
of Beverton-Holt from
5§83 (Methot and
Wetzel, 2013)

New to gadget3

Spawning (recruitment dependent
on SSB abundance)

g3a_spawn

Apply surplus production model
to stock

Remove tags from stock 5.1
(i.e., move from tagged to
untagged)

Apply weight loss to a stock

g3a_spmodel

g3a_tag shedding

g3a_weightloss New to gadget3

Table A.2
Available gadget3 likelihood actions and their parallels from gadget2 userguide Begley (2005).

Action function Description Userguide section

Compare stock abundance to 8.6
observed data
Compare catch to observed data

g3l_abundancedistribution

231 catchdistribution 8.3, 8.4, 85, 8.7 8.13

231 bounds_penalty Ensure parameters stay within given 8.1
bounds
g3_random_dnorm Ensure parameter values fit a normal New to gadget3

distribution

Ensure parameter values fit a
random walk

Compare a sparse set of observations,
including derived values

Ensure stocks cannot be fished over 8.2
available stock

g3_random_walk New to gadget3

231 sparsesample New to gadget3

g3l understocking

Population numbers are governed by the following equations: where G, is the proportion in length-group ! that has grown [/ - /'
length units (e.g., cm) in 4At. Cy .y, denotes the catches by fleet
f € {S.L.F, T}, ie. the fleets representing the survey (S), longliners
(L), foreign vessels (F), and trawlers (T). M, is the natural mortality
atage a and A,y , ,, denotes the numbers of immature fish at length
I' that have matured (i.e., “moved” from the immature to the mature
stock component) as they grew to length /. Throughout the model
description, [ and [’ are used either to reflect two separate length
groups, or the midpoints of these length-group intervals, depending on
the context.

— —M A
Na.n’..w.y.1+1 - Z Gl—a." (N«.I’..f.y.r - Zc_f'.a.l’..w.l)e B Aa.!’.!.s._\'.f:|
4 5 F

ifr<4

_ —M, A
Notsyslizl = 2 Gip [(Nooy g syums = 2 Crarpsimale % + A«—]..l*..l..f.y_f:-t]
" f

if a <a<a

samin max

Na.n'..f.y+l.1='| = 2 Gy (Nu..".s.y_1=-l - Z Cf.a.f’.s._\'.f=4+
" f

B.1. Initial conditions

N -V Yo~ M 41 At 1 = 0 (start of 1975), numbers at age are initialised from an
a— 10 s.y.t=4 2 Fa-11 s yr=4J€ . . R
G equilibrium abundance vector. Numbers-at-age decay with a combined

ifa=a,,, natural and initial fishing mortality Fj:

(B.1)  N,,=Ry-e @M+ (B.2)
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Fig. B.1. Total biomass (tonnes) for immature and mature substocks.

where a, = 2 is the age at first recruitment and R is the initial scalar
(estimated). The partition between stocks uses a knife-edge rule at age

10: ages < 10 are assigned to the immature stock (s = imm), ages > 10
to the mature stock (s = mat).
The length distribution within each age class is taken as normal with

mean u, (from the von Bertalanffy growth function evaluated at that
age) and standard deviation proportional to the mean:

Nitan &< Noao- qb( ) s Oy = OV, Hy (8.3)

where ¢ is the standard normal density and cv, is an age-specific
coefficient of variation (fixed, not estimated).

1=,

i

B.2. Natural mortality

Continuous exponential mortality is applied within each quarterly
step:

=N

st

' =M Ar
N.s.f.ﬁ.! i ¢

(B.4)
Natural mortality M, = 0.15 yr~! is shared across stocks and ages

and is not estimated, giving a per-quarter survival of ¢™015%025 ~ 0.963.
B.3. Growth

B.3.1. Mean increment

The expected length increment per quarter follows the von Berta
lanffy equation evaluated over Ar = 0.25 yr:

Al = (L —D(1—e*4)

B.5.
(B.5)
Growth parameters are shared between the two stocks and are fixed
at externally estimated values (L, =

= 125.16 cm, K = 0.1264 yr !,
1y = 0) based on values from an adjacent stock.

B.3.2. Growth dispersion

Rather than advancing all individuals by their mean increment,
growth is dispersed around the mean to length bins 4/ € {0.1,

where a,,; controls the steepness and l5yp, is the length at 50%

maturity — both estimated. The number transferred each step is:
ANpar = W) - Nimmoas

2020

that an individual advances per step, following a beta-binomial density:
Gy = Bla,f.n)
with a mean «ff = Al and « is subject to

BAT
n— Al

(B.6)

with » fixed as the maximum length group steps over which a fish can
grow in a particular timestep, and g estimated. Note that inherent in
this approach is that the growth increment is always positive, which
requires a slightly different interpretation of the k and L_, parameters
compared to what one would expect from a more traditional Von

Bertanlantfy age-based model (i.e., L, is rather like an upper boundary
than a mean maximum expected length).

B.4. Maturation

At every time step, a fraction of the immature stock matures and

follows a continuous logistic ogive:

transfers to the mature stock. Maturation is length-dependent and
w(l) =

1 + ¢ @mact/~150.mat)

(B.7)

Recruitment

(B.8)

Recruits enter the immature stock annually at age a, = 2. Annual
recruitment R, follows an optional log-AR(1) process:

logR,=q@log R, +(1 —@)logR+e,, £, ~N(0, o3)

(B.9)
where ¢ is the autocorrelation coefficient, R is the long-run mean

recruitment, and o is the log-recruitment standard deviation — all
O —

estimated. Recruits are distributed over length classes at age a, using

the same normal-CV formulation as the initial conditions (Eq. (B.3)).
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Fig. B.2. Annual recruitment (age-2 individuals entering the immature stock).

The log-AR(1) process is disabled for the main fixed effects model, but
enabled for the random effects variant.

B.6. Fishing

Four fleets are included in the model: three commercial fleets,
a bottom trawl fleet (combining Icelandic and Greenlandic waters),
a longline fleet, and a fleet of foreign vessels, and one survey fleet
representing the Icelandic autumn groundfish survey (2001-present).
Each fleet is assigned a logistic selection curve, with the foreign fleet
sharing the selection pattern of the longline fleet.

B.6.1. Fleet selectivity

Three commercial fleets (longline, bottom trawl, foreign) and one
survey (autumn) each have a length-dependent selectivity function. The
form is a logistic (exponential-L50) curve:

Sl ———
f( ) 1+ e U=l50,7)

(B.10)

Parameters a, and I5, ; are estimated per fleet. The foreign fleet
shares the longline selectivity parameters, adding no additional degrees
of freedom.

B.6.2. Catches and fishing mortality

Annual landings data were fleet- and time-step-specific (L, ),
and assimilated into the model as direct removals of biomass by first
simulating the expected composition of catches based on Eq. (B.11).
The expected compositions of catches in biomass (Cf_ al. 1__N) were de-
termined by multiplying landings (L ,,) by the proportion of the total
biomass available to be fished at a given age, length and stock compo-
nent (immature/mature). The proportion was defined by biomass at a
specific value of g, /, and s in the numerator, as available to the fleet
(i.e., multiplied by selectivity .5,, divided by the sum of all biomass
fishable by the fleet (i.e., values summed over the full range s/, I, and

a' in the denominator). Catches in numbers are then defined by dividing
by stock- and length-specific weights (C; ;. ):

S_f (”Na,{,s.y,i IJVI\

Cfar syt Lf-}'J '
T E:’ Er’ Ea* Sf.(f )Na’,ﬁ.x*,y,f I’Vr*‘,x'
cB (B.11)
c _  falsys
fadsyr W: .

B.6.3. Harvest control rule (projections)

When projecting beyond the historical period, observed landings are
replaced by a hockey-stick harvest control rule applied annually to the
mature-stock biomass (SSB):

B 1
Btrigger ’

where h is the target harvest rate (fixed at the 2020 observed rate)
and By, is a biomass reference point. The resulting quota is divided
equally among the three commercial fleets.

HR(B)=h- min( (B.12)

B.7. Likelihood and objective function

The model is fitted by minimising a weighted composite objective
function:

£=Ewkt’k
k

B.7.1. Length distribution components

Applied to commercial fleet catch-at-length (longline, bottom trawl)
and the autumn survey, including a maturity-proportion component
that uses catch split by stock (imm/mat):

N 2
Lldist. = Z Z (P:_:_ i~ P, f}
P

where p,, , is the observed proportion at length / and j,, , is the
modelled proportion.

(B.13)

(B.14)
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Fig. B.3. Estimated fishing mortality (ages 10-20).
B.7.2. Survey index components Table B.2
Survey abundance indices are fitted with a log-linear model with Summary of results of each optimisation stage and time taken, stage 1.
slope f =1 fixed, separately for each lengt_h stratum [: Fn calls Gd calls Convergence Score Wallelock s
P aut 13469 1602 TRUE 1720.96 337.88
fsi0= ). (log I, —log g, —log By ) (B.15) bmt 15853 1978 TRUE 5388.37 398.89
! Idist_lln 16173 2046 TRUE 6436.28 416.48
where I;, is the observed index, g, is a stratum-specific catchability matp_aut 20958 2500 FALSE 978.46 523.98
estimated analytically, and B, , is the modelled biomass in that stratum. sind 18822 1694 TRUE 1315311 450.13
B.7.3. Understocking pe.nalty . ‘ ‘ . Table B.3
A large penalty (weight 100) is added if the model predicts negative Summary of results of each optimisation stage and time taken, stage 2.
stock numbers anywhere: Fn calls Gd calls Convergence Score Wallelock s
. 2
Zpen = E [min(0, N, )] (B.16) aut 6186 965 TRUE 4376.72 161.93
- bmt 10660 1598 TRUE 4378.28 280.84
Idist_lln 19101 2500 FALSE 4386.56 487.74
B.7.4. Bounds penalty matp_aut 7463 1275 TRUE 4378.25 200.51
sind 8791 1406 TRUE 4376.70 233.13

A large penalty (weight 100) is added if the model predicts negative
stock numbers anywhere:

foen = 3, [min(0, N,

sl

(B.17)

B.7.5. Iterative re-weighting

Weights, w,, are assigned according to the iterative weighting
heuristic introduced by Stefansson (2003), and subsequently imple-
mented by Taylor et al. (2004). This heuristic is an inverse variance
approach, w; o« 1 /@(residualsk), where the component variances are
based on multiple model runs in which a particular component has been
excessively emphasised. To avoid issues related to overfitting individual
length-grouped survey indices, likelihood components were grouped
and weighted together, thus ensuring that more than one survey index
per year were available within a weighted group (see Tables B.2 and
B.3). .

B.8. Stock trajectories

B.8.1. Total biomass by stock
See Fig. B.1.

B.8.2. Recruitment
See Fig. B.2,

B.8.3. Fishing mortality
See Fig. B.3.

B.9. Survey index fits

Observed (points) versus model-predicted (line) survey indices, dis-
aggregated by length stratum. The model fits a log-linear relationship
with slope fixed at 1 See Fig. B.4.

B.10. Length distribution fits

B.10.1. Longline fleet
Fig. B.5.
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Fig. B.4. Survey index fits by length stratum.

B.10.2. Bottom trawl fleet
Fig. B.6.

B.10.3. Autumn survey
Fig. B.7.

B.11. Maturity proportion

Observed (points) versus predicted (line) proportions of mature fish
at length from the autumn survey Fig. B.8.

B.12. Selectivity curves

Length-dependent selectivity for each fleet and the autumn survey
Fig. B.9.

B.13. Likelihood scores

Contribution of each component to the total negative log-likelihood
after iterative re-weighting Fig. B.10.

B.13.1. Residuals by component
Fig. B.11,

B.14. Catches

Total catches per stock Fig. B.12.

Appendix C. Supplementary data

Supplementary material related to this article can be found online
at https://doi.org/10.1016/j.fishres.2026.107903.

Data availability

All code is available on request, the GSS model uses commercial
data not for distribution.
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Fig. B.5. Observed (grey line) and predicted (black line) length distributions — longline fleet.
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Fig. B.6. Observed (grey line) and predicted (black line) length distributions — bottom trawl fleet.
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Fig. B.7. Observed (grey line) and predicted (black line) length distributions — autumn survey.
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Fig. B.9. Estimated selectivity curves by fleet. Note that the foreign fleet shares the longline fleet’s selection curve.
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Fig. B.10. Weighted negative log-likelihood by component.
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Fig. B.11. Length-based residuals for each catch composition likelihood component.
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